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18 Chapter 1. Optimization Models

The minimum distance problem is an example of aquadratic program. In general,
a quadratic program involves the minimization of a quadratic function subject to linear
constraints. An example is the problem

minimize f (x) = 1
2xTQx

subject to Ax ! b.

Quadratic programs for which the matrixQ is positive deÞnite are relatively easy to solve,
compared to other nonlinear problems.

1.7 Optimization Applications
In this section we present a number of applications that are of current interest to practitioners
or researchers. The models we present are but a few of the numerous applications where
optimization is making a signiÞcant impact.

We start by presenting two problems arising in the optimization of airline operationsÑ
the crew scheduling and ßeet scheduling problems. Both problems are large linear programs
with the added restriction that the variables must take on integer values.

Next we discuss an approach for pattern classiÞcation known as support vector ma-
chines. Given a set of points that all belong to one of two classes, the idea is to estimate a
function that will automatically classify to which of the two classes a new point belongs. In
particular we discuss the case where the classifying function is linear. The resulting problem
is a quadratic program. This topic is developed further in Chapter 14. Also in this section
we discuss a portfolio optimization problem that attempts to balance between the competing
goals of maximizing expected returns and minimizing risk in investment planning. This too
is a quadratic program.

Next we will discuss two optimization problems arising from medical applications.
One problem arises from planning for treatment of cancer by radiation, where the conßicting
goals of providing sufÞcient radiation to the tumor and limiting the dosage to nearby vital
organs give rise to a plethora of models which cover the spectrum from linear through
quadratic to nonlinear. The other problem arises from positron emission tomography (PET)
image reconstruction, where a model of the image that best Þts the scan data gives rise to a
linearly constrained nonlinear problem. In both applications the optimization problems can
be very large and challenging to solve.

Finally we use optimization to Þnd the shape of a hanging cable with minimum
potential energy. We present several models of the problem and emphasize the importance
of certain modeling issues.

1.7.1 Crew Scheduling and Fleet Scheduling

Consider an airline that operates 2000 ßights per day serving 100 cities worldwide, with
400 aircraft of 10 different types, each requiring a ßight crew. The airline must design a
ßight schedule that meets the passenger demand, the maintenance requirements on aircraft,
and all other safety regulations and labor contract rules, while trying to be cost effective in
order to maximize proÞt.
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1.7. Optimization Applications 19

This planning problem is extremely complex. For this reason many airlines used a
phased planning cycle that breaks the problem into smaller steps. While more manageable,
the individual steps themselves can also be complex.

Arguably the most challenging of these is thecrew scheduling problem, that assigns
crews (pilots and ßight attendants) to ßights. Economically it is a signiÞcant problem,
since the cost of crews is second only to the cost of fuel in an airlineÕs operating expenses.
Saving even 1% of this cost can save the airline hundreds of millions of dollars annually.
Computationally it is a difÞcult problem since it involves a linear model, which is not only
very large, but also involves integer variables, which necessitates multiple solutions of linear
programs.

In planning the crew activities, the ßight schedule is subdivided into Òlegs,Ó repre-
senting a nonstop ßight from one city to another. If a plane ßew from, say, New York
via Chicago to Los Angeles, this would be considered as two legs. A large airline would
typically have hundreds of ßight legs per day. The planning period might be a day, a week,
or a month.

The crews themselves are certiÞed for particular aircraft, and this restricts how per-
sonnel can be assigned to legs. In addition, there are union rules and federal laws that
constrain the crew assignments.

To set up the model, the airline Þrst speciÞes a set of possible crew assignments. One
of these assignments might correspond to sending a crew from New York (their home city)
to a sequence of cities and then back to New York. Each such round trip is called a Òpairing.Ó
The number of pairings grows exponentially with the number of legs, and for a large airline,
the number of pairings may easily run into the billions, even for the shorter planning period
of one week.

The variables in the model are
!

xj
"
, wherexj is 1 if a particular pairing is selected

as part of the total schedule, and 0 otherwise. Let the total number of pairings beN. The
majority of the constraints correspond to the requirement that each leg in the planning period
be covered by exactly one pairing. For thei th leg, the constraint has the form

N#

j =1

ai,j xj = 1,

where the constantai,j = 1 if a particular pairing includes legi , and zero otherwise. There
is one such constraint for every leg in the schedule.

The columns of the matrixA correspond to the pairings, and each pairing must rep-
resent a round trip that is technically and legally feasible. For example, if a crew ßies from
New York to Chicago, it cannot then immediately ßy out of Denver. The pairing makes
sense if it makes sense chronologically, includes minimum rests between ßights, satisÞes
regulations on maximum ßying time, and so forth. This places many restrictions on how
the pairings are generated, and hence on the coefÞcientsai,j . The resulting columns ofA
are typically very sparse, with many zeros, and just a few ones, corresponding to the legs
of the roundtrip.

The costcj of a pairing is a function of the duration of the pairing, the number of ßight
hours, and ÒpenaltiesÓ that may be associated with the pairing. For example, extra wages
and expenses must be paid if the crew spends a night away from its home city, or it may be
necessary to transport a crew from one city to another for them to complete the pairing.
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20 Chapter 1. Optimization Models

The basic model has the form

minimize z = cTx

subject to
N!

j=1

ai,j xj = 1

xj = 0 or 1.

The problem is a linear program with the additional requirement that the variables take
on integer values (hereÑzero and one), hence it is an integer programming problem. As
mentioned in Section 1.2, such problems are most commonly solved by solving a sequence of
linear programs, where the integrality restrictions are relaxed and replaced by a (continuous)
constraint on the range of the variable. The range should ideally be as tight as possible, yet
should not exclude the optimal solution. For a zero-one problem the relaxed constraints
for the Þrst subproblem would typically be 0≤ xj ≤ 1 for all j . Subsequent problems are
variants of the relaxed problem, usually with additional constraints or an adjusted objective
function.

Crew scheduling problems can be very large. Amajor effort is required just to generate
the possible pairings. Commonly, only a partial model is generated, corresponding to a
subset of the possible pairings. Even so, problems with millions of variables are typical.

Linear programs of this size (even ignoring the integrality restriction) are difÞcult
to solve. They demand all the resources of the most sophisticated software. The special
structure of the matrixA (and in particular its sparsityÑthe large number of zero entries)
and the latest algorithmic techniques must be used. Many of these techniques are discussed
in Part II.

The crew scheduling problem is typically the last step in an airlineÕs schedule planning.
The Þrst step begins about several months prior to the actual service when the airline selects
the optimal set of ßight legs to be included in its schedule. The ßight schedule lists the
schedule of ßight legs by departure time, destination, and arrival time.

The next step is ßeet assignment, which determines which type of aircraft will ßy each
leg of the schedule. Airline ßeets are made up of many different types of aircraft, which
differ in capacity and in operational characteristics such as speed, fuel burn rates, landing
weights, range, and maintenance costs. Allocating an aircraft that is too small will result
in loss of revenue from passengers turned away, while allocating an aircraft that is too big
will result in too many empty seats to cover the high expenses. The airlineÕs problem is to
determine the best aircraft to use for each ßight leg such that capacity is matched to demand
while minimizing the operating cost.

This problem is frequently represented as atime-line network. The network includes
a line called a Òtime-lineÓ for each airport, with nodes positioned along the line in chrono-
logical order at each arrival and departure time. Each ßight is represented by an arc in the
network. Thus for example a ßight leaving Washington Dulles (IAD) at 6:00 am (Eastern
Standard Time) and arriving at Denver (DEN) at 10:00 am (Eastern Standard Time) would
be represented by an arc connecting the 6:00 am node on the IAD time-line to the 10:00 am
node on the DEN time-line. (In practice, the arrival time is adjusted to account for the time
it takes to prepare the aircraft for the next ßight, but we will ignore that here.) In addition to
the ßight arcs we create an arc from each node on a time line to the consecutive node on the
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IAD

DEN

SFO

6:00           8:00          10:00      12:00   2:00 4:00           6:00 

Figure 1.9. Time-line network.

time line, and (assuming the schedule is repeated daily) an arc from the last node returning
to the Þrst node. The ßow on these arcs represents aircraft on the ground that are waiting
for their ßight.

Figure 1.9 illustrates a time-line network for an airline that has two ßights a day each
from IAD to DEN, DEN to IAD, DEN to SFO (San Francisco), and SFO to DEN.

DeÞne nowxij to be the number of aircraft of typei on arcj . Any feasible ßeet
assignment solution must satisfy the following constraints: (i) Covering constraints: each
ßight leg must be covered by exactly one aircraft; (ii) Flow-balance constraints: for each
node of the network the total number of aircraft of typei entering the node must equal the
total number of aircraft of typei exiting the node; (iii) Fleet size constraints: the number of
aircraft used of each type must not exceed the number of aircraft available. The objective
is to minimize the total cost of the assignment. The problem is by nature integer, but it is
generally solved by a series of linear programs where the integrality restrictions are relaxed.

Once the ßeet is assigned, the individual aircraft of the ßeet must be assigned to their
ßights. This is known as the aircraft routing problem. The planning must take into account
the required maintenance for each aircraft. To meet safety regulations, an airline might
typically maintain aircraft every 40Ð45 hours of ßying with the maximum time between
checks restricted to three to four calendar days. The problem is to determine the most cost
effective assignment of aircraft of a single ßeet to the scheduled ßights, so that all ßight
legs are covered and aircraft maintenance requirements are satisÞed.

The last step of the planning cycle is the task of crew scheduling. Breaking down the
full planning cycle into steps helps make the planning more manageable, but ultimately it
leads to suboptimal schedules (see Exercise 7.2). Researchers are therefore investigating
methods that combine two or more of the planning phases together for more proÞtable
schedules.
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22 Chapter 1. Optimization Models

Exercises
7.1. Formulate the ßeet scheduling problem corresponding to Figure 1.9.
7.2. Consider an airline that has scheduled the ßight legs for the next month. It has done

so by breaking down the planning cycle into a sequence of steps: Þrst determine the
optimal ßeet for this schedule; next route the aircraft within the ßeet to the ßight
legs; and Þnally assign crews for each of the ßight legs. Discuss why this makes the
planning more manageable but likely leads to suboptimal schedules.

1.7.2 Support Vector Machines

Suppose that you have a set of data points that you have classiÞed in one of two ways:
either they have a certain stated property or they do not. These data points might represent
the subject titles of email messages, which are classiÞed as either being legitimate email
or spam; or they may represent medical data such as age, sex, weight, blood pressure,
cholesterol levels, and genetic traits of patients that have been classiÞed either as high risk
or as low risk for a heart attack; or they may represent some features of handwritten digits
such as ratio of height to width, curvature, that have been classiÞed either as (say) zero or
not zero. Suppose now that you obtain a new data point. Your goal is to determine whether
this new point does or does not have the stated property. The set of techniques for doing this
is broadly referred to aspattern classiÞcation. The main idea is to identify some rule based
on the existing data (referred to as thetraining data) that characterizes the set of points that
have the property, which can then be used to determine whether a new point has the property.

In its simplest form classiÞcation uses linear functions to provide the characterization.
Suppose we have a set ofm training dataxi ! " n with classiÞcationyi , where eitheryi = 1
or yi = # 1. A two-dimensional example is shown in the left-hand side of Figure 1.10,
where the two classes of points are designated by circles of different shades. Suppose it is
possible to Þnd some hyperplanewTx + b = 0 which separates the positive points from the
negative. Ideally we would like to have a sharp separation of the positive points from the
negative. Thus we will require

wTxi + b $ + 1 for yi = + 1,

wTxi + b % #1 for yi = # 1.

There is nothing special about the separation coefÞcients± on the right-hand side of the
above inequalities. The coefÞcientsw andb of the hyperplane can always be scaled so that
the separation will be± 1.

To obtain the best results we would like the hyperplanes separating the positive points
from the negative to be as far apart as possible. From basic geometric principles it can
be shown that the distance between the two hyperplanes (that is, theseparation margin) is
2/ &w&. Thus among all separating hyperplanes we should seek the one that maximizes this
margin. This is equivalent to minimizingwTw. The resulting problem is to determine the
coefÞcientsw andb that solve

minimize f (w, b) = 1
2wTw

subject to yi(w
Txi + b) $ 1, i = 1, . . . , m.
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margin

wT x + b = 1

wT x + b = ! 1

Figure 1.10.Linear separating hyperplane for the separable case.

The coefficient 12 in the objective is included for convenience; it results in simpler formulas
when analyzing the problem.

The right-hand side of Figure 1.10 shows the solution of our two-dimensional example.
The training points that lie on the boundary of either of the hyperplanes are called the support
vectors; they are highlighted by larger circles. Removal of these points from our training
set would change the coefficients of the hyperplanes. Removal of the other training points
would leave the coefficients unchanged. The method is called a “support vector machine”
because support vectors are used for classifying data as part of a machine (computerized)
learning process.

Once the coefficientsw and b of the separating hyperplane are found from the training
data, we can use the value of the function f (x) = wTx + b (our “learning machine”) to
predict whether a new point øx has the property of interest or not, depending on the sign
of f ( øx).

So far we have assumed that the data set was separable, that is, a hyperplane separating
the positive points from the negative points exists. For the case where the data set is not
separable, we can refine the approach to the separable case. We will now allow the points
to violate the equations of the separating hyperplane, but we will impose a penalty for the
violation. Letting the nonnegative variable ! i denote the amount by which the point xi

violates the constraint at the margin, we now require

wTxi + b ! + 1 " ! i for yi = + 1
wTxi + b # " 1 + ! i for yi = " 1.

A common way to impose the penalty is to add to the objective a term proportional
to the sum of the violations. The added penalty term takes the form C

! m
i = 1 ! to the

objective, where the larger the value of the parameter C, the larger the penalty for violating
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24 Chapter 1. Optimization Models

wT x + b = 1

wT x + b = ! 1

Figure 1.11.Linear separating hyperplane for the nonseparable case.

the separation. Our problem is now to Þndw, b, andξ that solve

minimize f (w, b, ξ) = 1
2wTw + C

! m
i= 1 ξi

subject to yi(w
Txi + b) ! 1 " ξi, i = 1, . . . , m,

ξi ! 0.

Figure 1.11 shows an example of the nonseparable case and the resulting separating hyper-
plane. We see in this example that two of the points (indicated in the Þgure by the extra
squares) are misclassiÞed, since they lie on the incorrect side of the hyperplanewTx+ b = 0.

In later chapters of this book we will see that many problems have a companion
problem called the dual problem, that there are important relations between a problem and
its dual, and that these relations sometimes lead to insights for solving the problem. In
Section 14.8 we will discuss the dual of the problem of Þnding the hyperplanes with the
largest separation margin. We will show that the dual problem directly identiÞes the support
vectors, and that the dual formulation can give rise to a rich family of nonlinear classiÞcations
that are often more useful and more accurate than the linear hyperplane classiÞcation we
presented here.

Exercises
7.1. Consider two classes of data, where the points

(13.3), (0.31.5), (2, 4.2), (2.2, 2.9), (1.7, 3.6), (3, 4), (1, 4)

possess a certain property and the points

(1.8, 1.5), (3.4, 3.6), (0.2, 2.5), (1, 1.3), (1, 2.5), (3, 1.1), (2, 0.1)
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do not possess this property. Use optimization software to compute the maximum
margin hyperplane that separates the two classes of points. Are the classes indeed
separable? What are the support vectors? Repeat the problem when the Þrst class
includes also the point(0.2, 2.5) and the second class includes the point(1.7, 3.6).

7.2. In this project we create a support vector machine for breast cancer diagnosis. We use
the Wisconsin Diagnosis Breast Cancer Database (WDBC) made publicly available
by Wolberg, Street, and Mangasarian of the University of Wisconsin. A link to the
data base is made available on theWeb page for this book, http://www.siam.org/books/
ot108. There are two Þles: wdbc.data and wdbc.names. The Þle wdbc.names gives
more details about the data, and you should read it to understand the context. The
Þle wdbc.data givesN = 569 data vectors. Each data vector (in row form) has
n = 32 components. The Þrst component is the patient number, and the second is
either ÒMÓ or ÒBÓ depending on whether the data is malignant or benign. You may
manually change the entries ÒMÓ to Ò+ 1Ó and ÒBÓ to Ò! 1Ó. These entries are the
indicatorsyi . Elements 3 through 32 of each rowi form a 30-dimensional vectorxT

i

of observations.

(i) Use the Þrst 500 data vectors as your training set. Use a modeling language to
formulate the problem for the nonseparable case, usingC = 1000. Solve the
problem and display the separating hyperplane. Determine whether the data
are indeed separable.

(ii) Use the output of the run to predict whether the remaining 69 patients have
cancer. Compare your prediction to the actual patientsÕ medical status. Evalu-
ate the accuracy (proportion of correct predictions), the sensitivity (proportion
of positive diagnoses for patients with the disease), and the speciÞcity (the
proportion of negative diagnoses for patients without the disease).

1.7.3 Portfolio Optimization

Suppose that an investor wishes to select a set of assets to achieve a good return on the invest-
ment while controlling risks of losses. The use of nonlinear models to manage investments
began in the 1950s with the pioneering work of Nobel Prize laureate Harry Markowitz, who
demonstrated how to reduce the risk of investment by selecting aportfolio of stocks rather
than picking individual attractive stocks, and established the trade-off between reward and
risk in investment portfolios.

An investment portfolio is deÞned by the vectorx = (x1, . . . , xn), wherexj denotes
the proportion of the investment to be invested in assetj . Lettingµj denote the expected
rate of return of assetj , the expected rate of return of the portfolio isµTx.

Let ! be the matrix of variances and covariances of the assetsÕ returns. The entry
!j,j is the variance of investmentj . A high variance indicates high volatility or high risk; a
low variance indicates stability or low risk. The entry!i,j is the covariance of investments
i andj . A positive value of!i,j indicates assets whose values usually move in the same
direction, as often occurs with stocks of companies in the same industry. A negative value
indicates assets whose values generally move in opposite directionsÑa desirable feature
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26 Chapter 1. Optimization Models

in a diversiÞed portfolio. Markowitz deÞned the risk of the portfolio to be its expected
variancexT!x .

Our optimization problem has two conßicting objectives: to maximize the return
µ Tx, and to minimize the riskxT!x . The relative importance of these objectives will vary
depending on the investorÕs tolerance for risk. We introduce a nonnegative parameter"
that reßects the investorÕs trade-off between risk and return. The objective function in the
model will be some combination of the two objectives, parameterized by" , leading to the
model

maximizef (x) = µ Tx − "x T!x

subject to the constraints !

i

xi = 1 and x ≥ 0.

The value of" reßects the investorÕs aversion to risk. A large value indicates a reluctance
to take on risk, with an emphasis on the stability of the investment. A low value indicates a
high tolerance for risk with an emphasis on the expected return of the investment.

It can be difÞcult to choose a sensible value for" . For this reason it is common to
solve this model for a range of values of this parameter. This can reveal how sensitive the
solution is to considerations of risk. The solution of the problem for any value of" is called
efÞcientindicating that there is no other portfolio that has a larger expected return and a
smaller variance.

There are of course some limitations to our model. First, we do not generally know
the theoretical (joint) distribution of the assetsÕ return and will need to estimate the mean
and variance from historical data. Denoting the estimate ofµ by r and the estimate of!
by V, the actual problem we solve is

maximize r Tx − "x TV x

subject to
"

i xi = 1

xi ≥ 0.

Second, investors should be aware that past performance is no indicator of future returns.
Finally, we note that the matrixV is dense; that is, it has many nonzero elements. As a
result, when the number of assets is large, computations involvingV can be expensive thus
making the optimization problem computationally difÞcult.

To illustrate portfolio optimization, consider an investor who is planning a portfolio
based on four stocks. Data on the rates of return of the stocks in the last six periods are
given in Table 1.3.

Using this information we estimate the mean of the rate of return as

r = ( 0.0667 0.0900 0.0717 0.0733) ,

and the variance as

V =

#

$
%

0.00019 0.00065 0.00004 0.00038
0.00065 0.00883 0.00218 0.00327
0.00004 0.00218 0.00125 0.00063
0.00308 0.00327 0.00063 0.00162

&

'
( .



book
2008/10/23
page 27

!

!

!

!

!

!

!

!

Exercises 27

Table 1.3.Past rates of return of stocks.

Period Stock 1 Stock 2 Stock 3 Stock 4
1 0.08 0.05 0.01 0.08
2 0.06 0.17 0.09 0.12
3 0.07 0.05 0.10 0.07
4 0.04 ! 0.07 0.04 ! 0.01
5 0.08 0.12 0.08 0.09
6 0.07 0.22 0.11 0.09

Table 1.4.Optimal portfolio for selected values of! .

! Stock 1 Stock 2 Stock 3 Stock 4 Mean Variance
1 0 1 0 0 0.090 8.8 " 10! 3

2 0.12 0.65 0.23 0 0.083 4.5 " 10! 3

5 0.57 0.19 0.24 0 0.072 8.0 " 10! 4

10 0.71 0.04 0.25 0 0.069 2.6 " 10! 4

100 0.87 0 0.13 0 0.067 1.7 " 10! 4

The solution of the optimization problem for a selection of values of the parameter
! is given in Table 1.4. Figure 1.12 plots the rate of return against the variance of the
optimized portfolios for a continuous range of values of ! . The curved line is called the
efÞcient frontiersince it depicts the collection of all efficient points. The figure also shows
the rate of return and variance obtainedwhen allocating the entire portfolio to one stock only.
In this example, a person who has a high tolerance for risk may choose to invest entirely
in Stock 2, whereas a person who is extremely cautious may choose to invest entirely in
Stock 1. Investing only in Stock 3, or only in Stock 4, or half in Stock 1 and half in Stock 2
are not recommended strategies for anyone, since they are dominated by strategies that have
both higher return and lower risk.

Exercises
7.1. How would the formulation to the problem change if a risk-free asset (such as gov-

ernment treasury bills at a fixed rate of return) is also being considered?
7.2. An investor wants to put together a portfolio consisting of the 30 stocks used to

determine the Dow Jones industrial average. Use 25 weekly returns ending on the
last Friday of last month to find the optimal portfolio. Experiment with different
values of the parameter ! and plot the corresponding points on the efficient frontier.
You will need access to a nonlinear optimization solver. You may need to use a
modeling language to formulate the problem for input to the solver.
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Figure 1.12.EfÞcient frontier.

1.7.4 Intensity Modulated Radiation Treatment Planning

Radiotherapy is the treatment of cancerous tissues with external beams of radiation. As a
beam of radiation passes through the body, energy is deposited at points along its path, and as
this happens the beam intensity gradually decreases (this is called attenuation). The radiation
dosage is the amount of energy deposited locally per unit mass. High doses of radiation can
kill cancerous cells, but will also damage nearby healthy cells. If vital organs receive too
much radiation, serious complications may arise. Some limited damage to healthy cells may
be tolerable however, since normal cells repair themselves more effectively than cancerous
cells. If the radiation dosage is limited, the surrounding organs can continue to function
and may eventually recover. The goal of the radiation treatment planning is to design a
treatment that will kill the cancer in its entirety but limit the damage to surrounding healthy
tissue.

To keep the radiation levels of normal healthy tissue low, the treatment typically uses
several beams of radiation delivered from different angles. Intensity modulated radiation
therapy (IMRT) is an important recent advance that allows each beam to be broken into
hundreds (or possibly thousands) of beamlets of varying intensity. This is achieved using a
set of metallic leaves (called collimators) that can sequentially move from open to closed
position, thus Þltering the radiation in a way that not only allows for the modulation of the
intensity of the beam, but also enables control of its shape. This enables more accurate
radiation treatment. This is particularly important in cases where the tumor has an unusual
shape as is the case when it is wrapped around the spinal cord, or when it is close to a vital
structure such as the optic nerve.

A simpliÞed example of the desired goals for treatment of a hypothetical prostate
cancer patient is given in Table 1.5. Radiation dosage is measured in a unit call Gray
(Gy). One Gy is equal to one Joule of energy deposited in one kilogram. The planning
target volume (PTV) describes a region large enough to incorporate the diseased organ, the
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Table 1.5.Sample treatment speciÞcations.

Volume Requirement

PTV excluding Prescription dose 80 Gy
rectum overlap Maximum dose 82 Gy

Minimum dose 78 Gy
95% of volume≥ 79 Gy

PTV/rectum overlap Prescription dose 74 Gy
Maximum dose 77 Gy
Minimum dose 74 Gy

Rectum Maximum dose 76 Gy
70% of volume≤ 32 Gy

Bladder Maximum dose 78 Gy

70% of volume≤ 32 Gy

cancerous cells, as well as a margin to account for patient movement during the treatment.
Organs at risk are the rectum and the bladder. Since the PTV may overlap with the rectum,
different treatment speciÞcations are given for the primary region where the PTV is distinct
from the rectum, and for the region where they overlap. The speciÞcations for the primary
region, for example, include a desired ÒprescriptionÓ dose of 80 Gy at every cell, a minimum
dose value of 78 Gy, a maximum dose of 82 Gy, and Þnally, a Òdose-volumeÓ requirement
that speciÞes that 95% of the cells in this region must receive at least 79 Gy. The treatment
speciÞcation for the bladder includes an upper limit of 72 Gy for the entire organ and a
dose-volume requirement that 70% of the organ must receive 32 Gy or less.

To determine the treatment plan we will need to deÞne a volume of interest that
includes the PTV and any nearby tissue that may be adversely affected by the treatment.
We will divide this volume into a three-dimensional grid of small boxes calledvoxels. We
will denote the dose deposited in voxeli by di . A key decision in the treatment planning is
theßuence mapÑthe radiation intensity of the beamlets in each beam. Letxj denote the
intensity of beamletj . Then the total radiation dosage deposited in the volume of interest
is given approximately by the equation

d = Ax.

The matrixA is called theßuence matrixand is assumed to be known. Its componentsai,j

represent the amount of dose absorbed by voxeli per unit intensity emission from beamletj .
The problem is therefore to Þnd a ßuence mapx that yields a radiation dosed that

meets the requirements speciÞed by the physician, as in Table 1.5. As such, this seems to be
afeasibility problem, namely one of Þnding a feasible solution, rather than an optimization
problem. Unfortunately the treatment requirements are usually conßicting, and it is impos-
sible to satisfy all the requirements simultaneously. To resolve this, the requirements are
usually broken up into ÒhardÓ constraints for which any violation is prohibited, and ÒsoftÓ
constraints for which violations are allowed. Typically, hard constraints are included in
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the formulation as explicit constraints, whereas soft constraints are incorporated into the
objective function via some penalty that is imposed for their violation.

For example, the requirement that regionS in the primary treatment volume will
receive a minimum dosel and a maximum doseu could be treated as a hard constraint by
explicitly requiring that

l ! di ! u for all i " S.

Alternatively the requirement could be treated as a soft constraint, where a violation is
allowed, but with penalty. One approach is to include in the objective function the nonlin-
ear term

wl

!

i" S

max(0, l # di)
2 + wu

!

i" S

max(0, di # u)2,

which sums up the squared deviation from the desired bound for those voxels where the
bounds are violated. The parameterswl andwu are weights representing the relative im-
portance of the bounds on the doses and may differ by region. For instance, underdosing
the tumor can be more harmful than overdosing it, so the weights for this region satisfy
wl $ wu. For an alternative way to impose a penalty for violating the bounds on the doses,
see the Exercises.

The Òdose-volume constraintsÓ that specify that a fractionβ of some volume must
receive a dose ofu or less (or a dose ofl or more) are more difÞcult to incorporate. As an
example, suppose that the bladder volume in our example has 10,000 voxels. Then at least
7,000 of the voxels must receive 32 Gy or less. To count the number of voxels that exceed
32 Gy we must deÞne an indicator for each voxel that determines whether its dose meets 32
Gy or exceeds it. This can be done by deÞning for each voxel a variableyi that is either zero
or one, depending on whether the dose meets the desired upper limit or not. Then adding
the constraints

di ! 32(1 # yi) + 78yi,
!

i" S

yi ! 3,000, yi " { 0, 1}

enforces the dose-volume constraints. The Þrst constraint implies that ifdi exceeds 32 Gy,
thenyi must be one; the second implies that the number of voxels where the dose exceeds
32 Gy is at most 3,000.

This formulation expresses the dose-volume requirements as hard constraints. How-
ever models with integer variables can be difÞcult to solve and may require a specialized
implementation. For this reason, some researchers prefer other formulations. One way to
use a soft constraint for the dose-volume requirement is to add to the objective function a
penalty term of the form

w
!

i" S(d)

max(0, di # 32)2,

whereS(d) is the set of 7,000 voxels (out of the 10,000) with the lowest dose, andw is
the weight of the penalty. Unfortunately, we have traded one difÞculty for another. In
this alternative formulation, the penalty term does not have continuous derivatives (see the
Exercises), which can create challenges for many optimization algorithms.

One may wonder why there are so many different models and formulations. There
are several reasons. First, because the requirements are conßicting, there is no consensus
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among physicians as to what should be a hard constraint and what should be a soft con-
straint. Second, physicians have other desired objectives in the treatment that are extremely
important yet cannot be adequately modeled. For example, they are concerned about the
tumor control probabilityÑthe probability that the dose delivered will indeed kill the tumor.
However models that incorporate these probabilities directly are computationally imprac-
tical. As another example, physicians obtain important information from the shape of the
dose-volume histogram, a graph displaying for each dose level the percentage of the vol-
ume that receives at least that dose amount. Ideally one would like to include constraints
that enforce the dose-volume histogram to have a ÒgoodÓ shape, but this would amount to
including numerous dose-volume constraints, which again is computationally impractical.
A third factor is the trade-off between solution time and solution quality. Most commercial
systems use the weighted sum of penalties since these can typically be solved efÞciently.
However, because all the constraints are Òsoft,Ó the solutions are not always adequate. The
solutions can sometimes include undesirable features, such as regions of low dosage (Òcold
spotsÓ) within the tumor, or regions of high dosage (Òhot spotsÓ) in healthy tissue.

The problem of optimizing the ßuence map can be immense. The number of voxels
may range from tens of thousands to hundreds of thousands. Typically a treatment may
use 5Ð10 beams, and the number of beamlets per beam can run into the thousands. Even
if the direction of the beams is prescribed, the problem can be challenging. The problem
becomes even harder if one attempts to optimize the number of beams and their directions,
in addition to their ßuence.

There is an additional challenge. Recall that the beamlets are formed by the movement
of the leaf collimators; the longer a leaf is open, the more dose it allows to pass through. It
is also necessary to determine the sequence of leaf positions and length of their open times
that creates the desired ßuence mapÑor an approximation to itÑin a total sequencing time
that does not unduly prolong the patientÕs total treatment time.

Exercises
7.1. One possible way to allow some violation of the constraintl ! di in a regionS is to

introduce for each voxeli in S two new nonnegative variabless"
i ands""

i satisfying

di # s"
i + s""

i = li
s"
i , s""

i $ 0,

and to include a penalty term of the formwl
!

i %S s""
i in the objective. Explain

why this approach would work, and derive an equivalent approach for the constraint
di ! u.

7.2. The purpose of this exercise is to show that when the dose-volume requirements are
included as soft constraints in the objective, the resulting penalty term may have
discontinuous derivatives. Consider a region with only two voxels, and suppose
that it is required that not more than half the voxels exceed a dose ofu. Show
that the approach described in this section for incorporating this requirement as a
soft constraint adds a penalty term of the formw max(0, (mini = 1,2{di } # u))2 to
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the objective. Evaluate the gradient of this penalty term at points where it exists.
Determine whether the first derivatives are continuous on d ! 0.

1.7.5 Positron Emission Tomography Image Reconstruction6

Positron emission tomography (PET) is a medical imaging technique that helps diagnose
disease and assess the effect of treatment. Unlike other imaging techniques such as X-
rays or CT-scans that directly study the anatomical structure of an organ, PET studies the
physiology (blood flow or level of metabolism) of the organ. Metabolic activity is an
important tool in diagnosis: cancerous cells have high metabolism or high activity, while
tumor cells damaged by irradiation have low metabolism or low activity. Alzheimer’s
disease is indicated by regions of reduced activity in the brain, and coronary tissue damage
is indicated by regions of reduced activity in the heart.

In a PET scan the patient is injected with a radioactively labeled compound (most
commonly glucose, but sometimes water or ammonia) that is selected for its tendency to be
absorbed in the organ of interest. Once the compound settles, it starts emitting radioactive
emissions that are counted by the PET scanner. The level of emissions is proportional to the
amount of drug absorbed, or in turn, to the level of cell activity. The emissions are counted
using a PET scanner that surrounds the body. Based on the emissions counts obtained in
the scanner, the goal is to determine the level of emissions from within the organ, and hence
the level of metabolic activity. The output of the reconstruction is typically presented in a
color image that reflects the different activity levels in the organ.

We describe the physics of PET in further detail. As the radioisotope decays, it emits
positrons. Each positron annihilateswith an electron, and produces two photonswhichmove
in nearly opposite directions, each hitting a tiny photodetector within the scanner at almost
the same time. Any near-simultaneous detection of an event by two such detectors defines a
coincidence eventalong a coincidence line. The number of coincidence events yj detected
along each of the possible coincidence lines j is the input to the image reconstruction.

Consider the situation depicted in Figure 1.13, where a grid of boxes or voxelshas been
imposed over the emitting object (for simplicity, the figure is depicted in two dimensions;
the concept is readily extended to three dimensions). Given a set of measurements yj along
the coincidence lines j = 1, . . . , N , we seek to estimate xi, i = 1, . . . n, the expected
number of counts emitted from voxel i, where n is the number of voxels in the grid.

Most reconstruction methods are based on a technique known as filtered back projec-
tion. Although this technique yields fast reconstructions, the quality of the image can be
poor in situations where the amount of radioactive substance used must be small. Under
such situations it is necessary to use a statistical model of the emission process to determine
the most likely image that fits the data. The approach is via the maximum likelihood esti-
mation technique. The radioactive emissions from voxels i = 1, . . . , n are assumed to be
statistically independent random variables that follow a Poisson distribution with mean xi .
Denote byCi,j the probability that an emission emanating from voxel i will hit detector pair
(coincidence line) j . The n " N matrix C = Ci,j depends on the geometry of the scanner
and on the tissue being scanned, and is assumed to be known.

6This section requires some basic concepts from probability theory.
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Figure 1.13.PET.

Using these assumptions one can show that the emissions emanating from voxeli and
hitting detector pairj are also independent Poisson variables with mean rateCi,j xi , and the
total emissions received by the detector pairsj = 1, . . . , N are independent Poisson dis-
tributed variables with mean rate

∑
i Ci,j xi . Let q = CeN whereeN is a vector of 1Õs. The

vectorq denotes the sum of the columns ofC (which need not be 1). It is computationally
easier if we write the optimization model using the logarithm of the likelihood function. If
we ignore a constant term, the resulting logarithm is

fML = ! qT x +
∑

j

yj log
(
CTx

)
j
.

(See the Exercises.) Since the emission level is nonnegative, the Þnal reconstruction problem
becomes

maximize fML = ! qT x +
∑

j yj log
(
CTx

)
j

subject to x " 0.

The size of the problem can be enormous. If one wishes to reconstruct, say, a volume
of, say, 5 cubic cm at a resolution of half a millimeter, then the size of the grid would
be 100 by 100 by 100, corresponding ton = 100,000 variables. Problems of this size
and even larger are not uncommon. The size of the data is also huge. The scanner may
have thousands of photodetectors and since any pair of these can deÞne a coincidence line,
the number of coincidence linesN can be on the order of millions. Since every function
evaluation requires the computation of a matrix productCTx, and the matrixC is large, the
function evaluations are time consuming.

The efÞcient solution of such large problems often requires understanding of their
structure. By structure we mean special characteristics of the function, its gradient, and
Hessian. Often structure is associated with the sparsity pattern of the Hessian, that is the
number of zeros, and possibly their location. The special structure offML and its derivatives
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can be used in designing effective methods for solving the problem. Here we will just give
the formulas for the derivatives. Defining

öy = CT x,

we can write the gradient and Hessian of the objective function, respectively, as

! f ML (x) = " q + C öY" 1y,

! 2f ML (x) = " C Y öY" 2CT ,

where Y = diag(y) and öY = diag( öy). The matrix C itself is sparse, and only a small
fraction of its entries are nonzero. The diagonal matrices Y and öY are of course also sparse.
Even so, the Hessian ! 2f ML (x) is dense; almost all of its entries are likely to be nonzero.
A key challenge in the design of effective algorithms is to exploit the sparsity of C.

Exercises
7.1. The goal of this exercise is to derive the maximum likelihood model for PET im-

age reconstruction. Parts (a) and (b) require some basic background in stochastic
methods.

(i) Let Zij be the number of events emitted from voxel i and detected at coin-
cidence line j , and let Yj be the total emissions received by detector pair j ,
for j = 1, . . . , N . Use the assumptions given in the section to prove that{

Zij
}
are independent Poisson variables with mean Ci,j xi , and that

{
Yj

}
are

independent Poisson distributed variables with mean rates öyj =
∑

i Ci,j xi .
(ii) Prove that the likelihood may be written as

P {y|x} =
∏

j

e" öyj öy
yj
j

yj ! =
∏

j

e"
∑

i Ci,j xi (
∑

i Ci,j xi )yj

yj ! .

(iii) Prove the final expression for the maximum likelihood estimation objective
function f ML . Hint: Take the logarithm of the likelihood and omit the constant
term that does not depend on x.

7.2. Derive the formulas for the gradient and Hessian matrix of f ML .
7.3. The purpose of this exercise is to show that the Hessian of f ML may be dense, even

when its matrix factors are sparse. Suppose that C = ( I I e n ) and y = öy =
e2n+ 1 where I is the identity matrix, and ek is a vector of ones of size k. Show that
every element of the Hessian is nonzero.

7.4. The purpose of this problem is to write a program in the modeling language of your
choice to solve a PET image reconstruction problem. Your model should not only be
correct, but also efficient and clear. Try and make your model as general as possible.

(i) Develop themodel and test it on a problemwith n = 9 variables corresponding
to a 3 # 3 grid, and with N = 33 detector pairs. The data are

C =
(

B B B
)

,
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whereB is a sparsen ! (n + 2) matrix with the following nonzero entries:

Bi,i = a, Bi,i + 1 = b, Bi,i + 2 = a, i = 1, . . . , n,

where
a = 0.18, b = 0.017,

and

yT = ( 0 0 1 19 27 30 40 50 35 15 1. . .
0 0 1 7 20 38 56 55 38 20 7. . .
1 0 1 3 17 38 40 20 7 1 0).

(ii) Test your software on a problem withn = 1080 variables corresponding to a
36! 30 grid, and withN = 1444 detector pairs. The data are

C =
!

B 2B
"

,

whereB is deÞned as in part (a) with the parameter valuesa = 0.15 and
b = 0.05. The vectory can be downloaded in text format from the Web page
for this book (http://www.siam.org/books/ot108). Display the values of the
Þrst row of the reconstructed image.

(iii) Identify the image you obtained in (ii). You will need software for displaying
intensity images.

1.7.6 Shape Optimization

In this section we show how nonlinear optimization can address a problem of Þnding the
shape of a hanging cable, which in equilibrium minimizes the potential energy of the cable.
This problem often is called the catenary problem (from the Latin word ÒcatenaÓ meaning
a chain).

The solution to the simplest case of the hanging cable problem, when the mass of
the cable is uniformly distributed along the cable, was found at the end of the 18th century
independently by John Bernoulli, Christian Huygens, and Gottfried Leibniz.

More recently, the catenary has played an important role in civil engineering. The
solution to the catenary problem helps understand the effects on suspended cables of external
applied forces arising from the live loads on a suspension bridge.

Here we demonstrate how a general hanging cable problem can be modeled as an
optimization problem. We present several optimization models to illustrate that sometimes
a physical problem can have multiple equivalent mathematical formulations, some of which
are numerically tractable while others are not.

First, for simplicity we assume that the mass of the cable is distributed uniformly.
The objective will be to minimize the potential energy of the cable

minimize
y(x)

# xb

xa

y(x)
$

1 + y"(x)2dx.
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Figure 1.14.Hanging cable with uniformly distributed mass.

Here y(x) is the height of the cable measured from some zero level, and
!
1 + y!(x)2dx is

the arc length, which is proportional to mass since the mass is distributed uniformly. The
model also has constraints: the cable has a specified length L

" xb

xa

#
1 + y!(x)2dx = L,

and the ends of the cable are fixed

y(xa) = ya, y(xb) = yb.

It can be shown that the solution to this problem is a hyperbolic cosine

y(x) = C0 cosh
$

x+ C1
C0

%
+ C2,

where cosh(x) = (ex + e" x)/ 2 and the values of C0, C1, and C2 are determined by the
constraints. Figure 1.14 shows the graphical representation of y(x).

In contrast to our previous optimization models where we had a finite number of
variables, here we are seeking an optimal function, that is, an infinite continuum of values.
In order to solve such a problem using nonlinear optimization algorithms, we discretizethe
function by approximating it at a finite number of points, as shown in Figure 1.15.

Here we describe the simplest method for discretizing such problems. If xa = x0 <
x1 < á á á< x N" 1 < x N = xb is a uniform discretization of segment [xa, xb] such that
!x = x1 " x0 = x2 " x1 = á á á =xN " xN" 1, a simple approximation to an integral of a
function f (x) is

" b

a
f (x)dx #

N" 1&

i = 0

f (x i )!x.
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Figure 1.15.Discretized hanging cable with uniformly distributed mass.

The function values used to approximate the integral for the shape optimization problem
aref (x i ) = y(xi )

√
1 + y!(xi )2. We will approximate the values of the derivativey!(x) at

the discretization pointsxi by

y!
i = yi + 1" yi

!x , i = 0, 1, . . . , N " 1,

whereyi = y(xi ). The discretized problem consists of Þnding variablesyi , i = 1, . . . , N " 1,
andy!

i , i = 0, . . . , N " 1, that solve the problem

minimize E(y, y !) =
N" 1∑

i = 0

yi

√
1 + (y!

i )2!x

subject to yi + 1 = yi + y!
i !x, i = 0, . . . , N " 1

N" 1∑

i = 0

√
1 + (y!

i )2!x = L

y0 = ya, yN = yb.

We refer to this asoptimization model 1.
The greater the number of discretizations pointsN, the better the solution to optimiza-

tion model 1 approximates the solution of the original problem. However for very largeN,
the optimization model 1 is difÞcult to solve. The constraint

∑N
i = 1

√
1 + (y!

i )2!x = L is
nonlinear and can be a source of numerical difÞculties for optimization algorithms. In the
two-dimensional case this constraint deÞnes the perimeter shown in Figure 1.16 (left). The
point x0 is on the perimeter and hence is feasible, but almost any perturbation ofx0 will
move off the perimeter and hence out of the feasible region. Fortunately, there is another
formulation of the catenary problem that leads to a more tractable model.

Rather than representing the cable as a functiony(x) of the variablex, we parameterize
it as a function of its length with respect to its left end point. The points on the cable will
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Figure 1.16.Feasible regions.

now have the form(x(l), y(l)), l ! [ 0, L]. This representation leads to a model that is
simpler to analyze both mathematically and numerically.

Now we look for(x(l), y(l)), l ! [ 0, L], which minimizes the potential energy

min
∫ L

0
m(l)y(l)dl

subject to a constraint based on the Pythagorean theorem that deÞnes the relations between
dx, dy, anddl (see Figure 1.15),

dx2 + dy2 = dl2,

and the ends of the cable are Þxed

x(0) = xa, y(0) = ya, x(L) = xb, y(L) = yb.

Herem(l) is a mass distribution function such that
∫ L

0 m(l)dl = M is the total mass of the
cable.

The discretization of this problem with the uniform distribution of mass and the
total mass of the cableM consists of Þnding variablesxl, l = 1, . . . , N " 1, and yi,

i = 1, . . . , N " 1, using the followingoptimization model2:

minimize E(y) = M
N

N∑

l= 0

yl

subject to (xl " xl" 1)
2 + (yl " yl" 1)

2 =
(

L
N

)2
, l = 1, . . . , N

x0 = xa, xN = xb

y0 = ya, yN = yb,

where the mass distribution function ism = const= M/N. This optimization model also
hasN nonlinear constraints:

(xl " xl" 1)
2 + (yl " yl" 1)

2 =
(

L
N

)2
, l = 1, . . . , N,

which again can be a potential source of difÞculties for optimization algorithms ifN is large
(the two-dimensional case is shown in Figure 1.16 (center)). However, the optimization
model 2 can be simpliÞed substantially by relaxing these constraints into inequalities:

(xl " xl" 1)
2 + (yl " yl" 1)

2 #
(

L
N

)2
, l = 1, . . . , N.
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Figure 1.17.Constraints cannot always be relaxed.

Of course, we changed the formulation, which is legitimate only if we can prove that the
new formulation has the same solution as the original one. In other words, we have to prove
that both optimization model 2 and its relaxation have the same solution. We can prove this
by contradiction. Suppose that the optimal solution of the relaxed model satisÞes at least
one constraint as a strict inequality. Then we can lower the discretized components of the
solution corresponding to this constraint and still remain feasible. But lowering part of the
cable decreases the potential energy, i.e., it decreases the objective function, so our solution
could not have been optimal. This contradicts our original assumption.

Thus optimization model 2 and its relaxation have the same optimal solutions. But
the two models are not equivalent computationally, since the feasible region for the re-
laxation has properties that make it easier for optimization algorithms to handle. In the
two-dimensional case, the feasible region of the relaxed optimization model 2 is shown in
Figure 1.16 (right). It is the entire circle, not just its perimeter. Ifx0 is a feasible point in
the interior of the feasible region, any small perturbation ofx0 is also in the interior. This
feasible region has a convex shape; i.e., if we connect any two points from the feasible set,
all the points between them are also feasible. This property of the interior of feasible set
helps some optimization algorithms, later described in the book, efÞciently Þnd the solution.

It is apparently not possible to relax the constraints of optimization model 1 without
changing the optimal solution, but it is easy to do so with optimization model 2. Relaxation
of the nonlinear equality in optimization model 1 to an inequality

N∑

i = 1

√
1 + (y!

i )2!x " L

gives a model that is not equivalent and can result in an incorrect solution as shown in Figure
1.17. In this example, the length of an optimal cable for the relaxed model is less thanL.
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Figure 1.18.Hanging cable with a nonuniform mass distribution.

Optimization model 2 has another attractive property. Mathematicians in the 18th
century assumed that the string is ßexible and uniform, which implies that every segment
of equal length has equal mass. This assumption is too restrictive for modern engineering.
In many practical problems the total weight of the cable is not uniformly distributed along
the cable.

If the mass distribution function is not uniform along the cable but instead is a general
known functionm(l), then it is still easy to obtain a solution of a hanging cable problem using
optimization model 2. We just have to replace the objective functionM

N

! N+ 1
i = 0 yi with a more

general linear objective function
! N+ 1

i = 0 mi yi with appropriately selected coefÞcientsmi cor-
responding to a certain distribution of mass along the cable. For example, if the mass of most
nodes is much smaller than that of three special nodesÑthe center node and the two nodes
one quarter of the length away from both end pointsÑthen it is still easy to Þnd the shape
of such a cable (see Figure 1.18). We would not be able to easily model such a case using
optimization model 1, for which the assumption of uniformly distributed mass is essential.

We conclude the section by emphasizing the importance of proper modeling of a
problem. It is the responsibility of a modeler not to make the formulation more difÞcult
than it need be. A problem that is computationally challenging in one formulation may
become much easier to solve in a different formulation. It is up to the modeler to carefully
consider the merits of a formulation prior to solving the problem.

1.8 Notes
Further information on integer programming can be found in the book by Wolsey (1998).
References on global optimization are listed in the Notes for Chapter 2.

Overviews of the crew scheduling, ßeet assignment problem, and other airline schedul-
ing problems are given in the articles by Barnhart et al. (1999) and Gopalan andTalluri (1998);
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methods for solving the related linear program are described in the paper by Bixby et al.
(1992). The portfolio problem is described in the book by Markowitz and Todd (2000). An
innovative approach to calculating the entire efficient frontier by solving just one linear pro-
gramming problem using a specialized parametric method was developed by Ruszczynski
and Vanderbei (2003).

The concept of support vector machines was initially developed by Vapnik (1998) in
the late 1970s. A comprehensive overview on the subject is found in the tutorial by Burges
(1988). More recent research is discussed in the books by Cristianini and Shawe-Taylor
(2000), and by Schökopf et al. (1999).

Overviews of IMRT planning can be found in the articles by Shepard et al. (1999)
and by Lee and Deasy (2006). The book by Herman (1980) and the papers by Shepp and
Vardi (1982) and Lange and Carson (1984) are among the pioneering works pertaining to
PET. Figure 1.13 is due to Calvin Johnson, and was taken from the paper by Johnson and
Sofer (2001). Further applications of optimization can be found in the books by Vanderbei
(2007), and by Fourer, Gay, and Kernighan (2003).

The hanging cable or catenary problemwas first posed in theActa Eruditoriumin 1690
by JacobBernoulli. Simple catenary problems can be solved analytically. More complicated
cases, those with nonuniformly distributed mass, may have to be solved numerically. More
details about how to find shapes of a hanging cable analytically and numerically can be
found in the paper of Griva and Vanderbei (2005) and many books on variational calculus;
see, e.g., Gelfand and Fomin (1963, reprinted 2000).
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